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Abstract

In recent years, pretrained language models have achieved remarkable performance in various
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fields, including computer vision, natural language processing, and multimodal tasks. However,
while pretrained language models excel in accuracy across various tasks, they come with high
computational costs and long inference times. On the other hand, traditional machine learning
models are more easily deployable but often lag behind in accuracy compared to pretrained lan-
guage models. This paper aims to combine the strengths of both approaches to create a highly ac-
curate and deployable model. Inspired by knowledge distillation techniques (teacher-student
models), this study sets a pretrained BERT language model as the teacher model and traditional
machine learning models as the student models. It extracts additional soft-label knowledge from
the large, high-weight teacher model to train lightweight student models. The goal is to use the
distilled student models to tackle sentiment analysis tasks in textual data, with a focus on the
benchmark movie review dataset. The main steps include data preprocessing, feature extraction,
and knowledge distillation. The research results demonstrate that traditional machine learning
models, distilled with knowledge from large pretrained language models, significantly improve
performance on test data, with accuracy gains of more than 1% compared to baseline models, and
the number of parameters is maintained at 1/10 level of the BERT model.
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1. 518

FEIAR B ZRTE 5 A B (NLP) SIS, RIS TR 2R S AR 20 2 M, F14and E Transformer 22441
BERT 1 GPT-2 S5 [a) Pl ZRifs 5 A, JUHAR AN FRAESS . ST, IR LG R FRI SRR (1) TH A A 2
i A ENIMELEIZ TR A RN . L BERT #89, ‘&% 3.44 /0S40 24 A~ Transformer
FE[1]. SRMIX e K S S BT TSR EEA G0 % b, B TR B 1R SO K A
NGBS, N TR AR, ORI T 2%, O 2URBUEBITIERAR2].
ZENBTT I R0 ST TN RO I —Fh B BB R 771k, DAREH SRS ARAR R HERR TS )i 55
IRRA[3]. ANRZETH R R AR, AR BT IRE T KRB A R R A e T 2 S MR IA e
Z B, HEZ @ G — N R NLER S S SR T 5 S, A T N — A
K EBCE R ORI I SRR AN AR, TSR SR TR AN AR AR 2 B) R P 220, AT &
FIERTR I 1 s ASCHY B bs s 5 BERT Bl ZiE 5 A AR BB Lep L a2 S it b, Filsk
PRFHIX L G R B R AAS E .  FH 28 TR 2ok s FF el &= ML (Support Vector Machine, SVM). bz DL Hi
(Naive Bayes, NB)A1iZ 4[] (Logistic Regression, LR)Z5E44 &2 ] ¥ B {1 Uk eSSV Bn 45 LTS
MRS IPERE . B, TR TEE MR 2R 7 T X S L A A M REEAT EL A

2. HXI1E

WRAEFRFEAE S0 BERT TN ZREERUEHEATIOA, DIEREE R BB SRS TEH, 53R &
KU1, T 2 BoRIATTCAX BERT BEATH0R, LAFH T i [a1 25 (Question Answering, QS). iy 4 SE 4k
%1 (Name Entity Recognition, NER) 14> 3541 4545 [5].
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Figure 1. Original knowledge distillation teacher-student framework [3]
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Figure 2. BERT fine-tuning procedures [5]
2. BERT t#RBUIATIE([5]

ERFMAE, BERT BLAMTIAAME DUHE MR ) SR B & b, HE KRG AR M 45 M /e b B 72 v 22
PR BRSNS, LR IR IR AR TGV TR B AR LR B AT S SR M BERT T Z5i% 5 154
[6]. #EML, ASCHEH BRI A, JET BERT KR ZHIL T HLAS 22 ST RLE SUAT 55 L (10 1 BERAE 7T
Horr i B3 (Sentiment Analysis, SA)J& SCAAT 55 H (1 — AN A TTRIBF SR80, N2 B ARE S A FE )
—ANERAESS, RS 2 MDA E E R [7]. B, RO X LSRR KRR SR S I A T
FARAEFMER— AN EZ T T[8] [9]

TERE A HTAIIR, TR T — SR A& 7y, [10] [11] [12]38 B A3 i 2818 U vk o] LU v i
O TYERE . IR MERVARIRN SRS 8] . %t BERT MERYBEAT 20 R 2808 I 78 V&2 7E tinyBERT #571[13]
A DistilBert A [14] 4 5l N HWFFE O T BERT BLALIZTMIRCA, FFH Tl Ut 8o 4t 1) it
[6], ‘BRI 7 ORZBLH) BERT BEBUMENEIMBLRY, iy 2= B AU T 8/ g td 2 1 BERT B, ZETRMSEAY
RS2 2] T % 2 Hbn SRR eR A 1R F DL BRI R (bR 28 o 3 /b — T AR SR 1 T — R % 15 Jd 4y
WSS HIT7E, Hoh e — AR O R R SR 4R VISR BERT #E2Y, SRA GG AIBAL)Z LS
U H RS T, AR5 K X SRR I B — AN AT A BERT MBS, fE[151/01E & B 6B 3 H —Fh 45Ut
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EHUTIERIG 5 BERT, MBS OURT > RAESS, RS a Si prie S He Rk . [16]# 4k 1 [15]+
(Il L, e T P I RS A AR [ SR, R RR AR S X U U & AR S . AT E
FEFS U R AT 55 P AT TP, JF S AR R AN B AR, e nT LA mhRe. M7 A T
— R RN AR TSRS, K BERT BT A8 s — M BN /N2 XA IR TEAME R a6 B
BJa— 2R, TR BN 22 3] o [18]3R H 1 — MRV AR A S S, K H P RRAIE . PRIR AT dh S
AR N A S o SN V2o TS R r (0 P R A 32 B 22 A A 22 X 2% (B L A, RV 7Y
R FANZREE T A s an A AR PRF SR T N8 L2PG MR A IR, T Ab B e 6
FE LS AR T i B 4R & B S IO T AE 55 [19], 1207 238 1 A S iR 28 PR OR B A AR
S BIR AR, FEAUEEA 7 SRR LB TR 55 o AERE TRPE SO IS A 1), [20)48 8 1
—RhEE A T TR G RM AW Z AT B AL AR, AR M O T B AR AT TR, A
FRIY R /IR SR 8] 77 THI R L B AR S e B R B o [2]4 HE B — U AR S 1 — b T X1 SRR 1)
JTERAR U 5 (4 77 T 1 AR AEAE X TR A TR 534h, FRRZARR gl N i T8tk EHaFr v
Pazsm, o H B R R Hs B 1 SR 2R 3 A s /N B AR b, dn[22].

3. {REI4e
3.1. FHEER

HidE AR, BATRAH A B R A G, ASCE X TR 55, P
W B A AR E SVML NB AT LR A& S [ Las =7 > A0 A AR AR AR TR-1IDP SRR R A
B, BSCARBAR AR ERHE R &, IR 3 FR. i —MRAEATE BERT Tl ZRiG 5 18 1 3] ik
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Figure 3. Student model workflow diagram
3. FERBTERIZE

3.2. HUmHRE

A SCHE TS TR gl 2 45 R BAE 2019 4F 42 H ) BERT-Large BB [1] S ik 70 % 2 52 ) 2
SEARE X L) N AT 45 K6 BERT BB AT o ZERE A HTAT 55 v, S0 A« AN 1 Filil 4T 55 (Next
Sentence Prediction, NSP)Y{T-45 K41l BERT Tl 51 5 %Y, HOERAEW R & 4 fis.

EAR SCAE S R AT TRAL BRI Ak, I T BEN 1 I RERR SRS, ATLAdR I 18, 35 2
“HERDIE S AR {155 (Maske Language Model, MLM)3kF BERT AR BEAT (W0 o 16 F 451 2% B BUN AN
FESSBEE SIS, AR PR, 1, 0: BERT Hgwidis 3% 6, : & Mask-LM {£55
et as DATE ERNSEG 0, &0 FIIME S hEgmig a8 L K8 S8

L(6,6,6,)=L.(6.6)+L,(6.6,) (D)

7E MLM IR E,  WRBGERE R KRS M, BN ER — M NV I 2 32K, B
1453 2% R L i o BUUSR eR L A K (2) s :
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Figure 4. Flowchart for fine-tuning teacher model with NSP
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Figure 5. Feature extraction process of teacher model
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N 6, {ERIUTARES, FRZETR AL T 5T B iR, AR R 2 ST A A
RITEARATLA BN T AT N . STERIER S AR F ISR B AR ], FRAT DI I 2 A A AL FH 00T
BRI o Bldn, —SeSOAR BT SR A R B, T AR SO T R R o A G SR BRATT R A i A
TH A FHAATR2E (one-hot),  FRATTAT RELH 5 TN ANIf & TEAR DG B BRI, FRAPIG I G AR AL
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Figure 6. Knowledge distillation process
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M ML BB B R AR G)a t, Hodr, w RoR AT softmax BUE, 2 WA T whh .
"h
§; = softmax (z) _—exp{w, / ®)

- Zexp{w}h}
i
Softmax MRS EEFR Y “logits” , 7 logits b AT IR ifG A I BE 25 5y 2 5] o 26081 H w2
X224 2% (1) logits 5 #UTNZ% ) logits 2 A1 A4 7 1% 25 (MSE) i R AT 9k &, A aX(6), Ferb 2% 2
43 A BT AN 2245 1) logits.
Liistin = 2® - Z(s)é (6)

HAbRE T2, e B bR A SO 2 TTATH . 2R, ERAIPIWIE s, BATRIE 7
R 2 (MSE) R B FH T 47

ENGRIE, o] DORE 2808 B AR S GRS XU B SR, 28 OB RE S — AN BFRZE t 44,
BARGR
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4.1 BIEEK

XTI TAR (B SR IR e AT 5%, R4 58 I SCAR 3 AR BE A . ik, AMEH 7 IMDB
B E—— TR M SR £ 2 —. 85 50,000 4% HLE1T1£(25,000 45 i iFie Al 25,000 4% 1E 1
PiR) [23] [24]. B HPIEE S H K, BI— PR —A i RIbRSE, Zhn g2 R R &P X
AT RIS T A )

42 AW E

X T BERT 7, FeAi 1Ml KA ARl BERT-Large /E NZUMHA, MINZRHIBLE UG, %08 IE 4G
(. ARS8 E ORI R [ BT 0R . FRAT 16 AdamW BT 10, 231 08{2,3,4,5} *10°°, #£
BOUEEE kB AL . XTI, AT SR A B AR 5 & UK R — AR ST SR 1 &
AR BERT #5484, DUIRTSHUIN logits.

T B SR PATAEATHLES 2 S LR R P IR —, MR —PIRA I TR & BRI E . ik, &
AP SCARIRYE = B BAZ AR, IR T ATAbs SfF 5 FREECT San 4= a1 AT e
R, ARJE, A EARIE S AL FE T B AL (NLTK) KRR A Baia i 4 i N - B

4.3. {EERTT(HFR

BERPPA D IR S AEAG TR LB (S AR ) SO R AN ZE RS TR A DA AR (Bl i) B frgiz AL
HERGTE. A Accuracy pRECRTFSHERR A, 120 BOn] DAEE AR B3 8. 115005 20l 77 2 3((8)
s, H TP ZoRARIFEAS, TN Rom AR
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Table 1. Comparison table of results data
= 1. EREERTEER

Metrics Model Type Accuracy Parameters (Millions)
NB Baseline 78.7 13 M
NB Distilled 80.3 16 M
LR Baseline 79.5 22 M
LR Distilled 80.1 26 M

SVM Baseline 79 18 M
SVM Distilled 80.1 29 M
BERT Baseline 90 334 M
Classification accuracy
80.5
[ —
80 * *
> 79.5 {
(6]
@©
5 79 /\
8
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77.5
NB LR SVM
=== baseline 78.7 79.5 79
=g distilled 80.3 80.1 80.1
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Figure 8. Classifiers accuracy using BOW
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f7e 1 FRATIFE0, £/ BOW FIEFRZE (1) %A RU(NB L SVM AT LR)F= A2 T LT AH R A HERF R 45
B2 SVM BERIAHXSE — rfL % MM HARSCHR B AW TG, RIRGNLEE % SRR bR 2 LIl Zk
(BERT [ logits %1t )i, A& GuAL a5 2% I (R HER FE A BT die i, IXUEBH X pp 2808 i, EITERbR%E L
R A AR T AS R AR 2 AT Y 252 v] LARR =y 2% AR B R A A5 IR AT 55 T RR
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f)NB, LR, SVM HIZ ¥t BERT R/ 7 K2y 19 £, 11 580110 1%, R VAL SN2 SRR m]
0 R L
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7y Wtk BERT AR T 97.3%, 98.3%F1 96.5%, EARRIHEFEN (AT % 2 fis.

Table 2. Comparison table of inference latency
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Infer.time —, 3 3.4 26 2.8 3.1 49 158
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